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 Data Size FiEHIE

» Single Table >10 B

« Fast growing

- Nested data structure for complex object #%

« Multi-dimensional 2§
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» Every record > 100 dimensions
« Add new dimension occasionally
- Billion level high cardinality
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* Enterprise Integration SR RER
* SQL 2003 Standard Syntax Multi-dimensional OLAP Query

* Bl integration, JDBC/ODBC

Flexible Query . | | EEER
* Any combination of dimensions
* OLAP Vs Detall Record
* Full scan Vs Small scan

* Precise search & Fuzzy search

Full Scan Query Small Scan Query



How to choose storage?
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How to choose storage HEI &M AEIE T =247

1. NoSQL Data(i@&3ERNA , MEESRHTENNA)

- I BT key value&if) <5ms .
. Kﬁ?%*ﬂ_?;ESQL é red ISV “ Cassandra

2. MPP Data(&&*/NREHEDHT)
Shared-nothingZRtg , F1TiTHR

°Z:SIZ]:%':k%E¥ <1OO:||-j|-’I'\I_"_I\ ; ;ﬁﬁ,”é‘, jét ; j:}"@%lgjjﬁt _ High Speed Interconnect
R, 7RAE S AR ER [ e nesen

3. Cube Data(iE&BIZEMOLAP )

‘TERE , EiFR

(BEEEIIKK | SIFHED | AT ERAEEE
4. Search Engine Data((@&XAE51)

B 25 | RIEK E IR

FUEIZARK2-415 | AZFEFmESQL

5. SQL on Hadoop APACHE 3 %
BT EIS | R TR DRILE wvo  EECRES
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REIRIER - ARMNAASRZEEE | MRS — ?

Choice 1: Compromising Choice 2: Replicating of data

i Zih, RmEBTNHA EHzZhEE, REMBNA
Appl App2 App3 Appl App2 App3
7 v» v & : ] | !:.Eﬂ

Loading Replication
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Multi-dimensional OLAP Query CarbonData: Unified Storage

0'0 - ‘

Full Scan Query Small Scan Query
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» 2. CarbonData 7 A~ J5

- CarbonData File XA
* CarbonData Table

- DataMap T4
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CarbonData File Uk =

o BHEA R
* Block : —/HDFS3C{f
* Blocklet : SUHINBIFIIEEHRESR, & &H/NIOTEEE .t
* Column chunk: BlockletPN B %1%t
* Page : Column chunkPNEYEHRE T, & m/NIIfES oo

o TLEHEE E
e Header : Version, Schema
 Footer : Blocklet Offset, Index & XA G115 E

« WERGIFSIHE S
* Blocklet?%5| : B Tree start key, end key
* BlockletZt flPageZ 4t it E: min, maxZ:

Carbon Data File

File Header

Version

Schema

Blocklet 1

Column 1 Chunk
header Pagel Page2 ™

Column 2 Chunk

Column n Chunk

Blocklet N

File Footer
Blocklet Offset, Index & Stats




CarbonData File

o 45t
* RLE, AHIT 814w AY, 42 )55 i gm Al
. 5E RIS
* Snappy, Zstd

o« BERAY
SMALLINT, INT/INTEGER, BIGINT, DOUBLE, DECIMAL
TIMESTAMP, DATE
STRING, CHAR, VARCHAR
ARRAY, STRUCT, MAP
BOOLEAN, BINARY



CarpbonData Table

FEFR GRS, KfCarbonData FileR R 1k 5 #:4F



CarbonData Table

» SXFFSegmentZ BB S A BB E — BUEAN R T,

» —RLoad/InsertX} M A il —>Segment

* 1&1~Segment Tl EPE R LHHE: CarbonData FileFlIndex 34

o N[FIFISegment AT LAA AR HI ST & =G
o« A FERIStreaming SegmentH T BARAL ) SCAEAS 2
o JJ7 S EHE ) Batch Segment % FHEEAE AL HE ST 4% 28
o« PR HAMAR L, Bil4n: CSV, Parquet



CarpbonData Table Layout

Spark Driver
Table Level Index
Spark
HDFS  /table_name/fact/segment_id /table_name/meta

\ \
{ . \

Dictionary
File

Carbon File Carbon File Carbon File Carbon File Index File Schema File

Data Data Data Data
Footer Footer Footer Footer

Latest
Schema

Dictionary

All Footer
— Map
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DataMap# {712

Query
THEfilterFprojectionZ] DataMap l

DataMapﬂ LX%EN$£§E%%¥E . DataMap Execution
R (BEAKFEH ) s, A3

DataMapd] A ZZFERNFIHEF
e R -

Spark Driver

Carbon Data Carbon Data Carbon Data
File Map File Map File Map

« EZEFEIndex DataMapfIMV
DataMap

Data Node Data Node Data Node




Index DataMap

e ERH|
* B-Tree
* MinMax

Rl
* B-Tree : &&—XOLAPZZE 43 T
 BloomFilter : S&AIdRTFEILIE, WFNS, &ZinlD, ZFEH%E



MV DataMap

PIEALE ] LR T HOL 2L JoinSe 8t E,
6y NER) Iﬂ?ﬁ%ﬂlﬁﬁ H]‘ 7]

YNEYE:E
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B 28 & 1015 ) ¥ N Modular Plani)
BRI, B ESQLEE AET X MVEISQL

o YT AMVES, H kB &/
HIMV

éﬁﬁﬁﬁprqeetion, filter, groupby, join,
havingZ5187%

Trans

flid, Trans

.date

Aggregate

count(*) as ent

flid, year(date) as year

Trans.flid = Loc.lid

Loc.country="USA’
Loc.“d’ Loc.country
Scan (Trans) Scan (Loc)

flid, year(date) as year

lid = flid, country=USA
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+ 3. CarbonData fif T4
» CarbonData File 525
- CarbonData Table #2/E
- DataMap 15
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CarbonData Fileist 5

{&z FCarbonData SDKi5t5 CarbonDatas {4
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CarbonData File 325

CarbonWriter writer = CarbonWriter.builder()
.outputPath(path)
DbuilldWriterForCSVinput(new Schema(fields)):

writer.write(row);

writer.close;

CarbonReader reader = CarbonReader
builder(path, “_temp")
projection(strings)
build();

reader.readNextRow();

reader.close();



CarbonData Tablef:{E

5SparkSQLR E &£ A%



B CarbonDataz<

CREATE TABLE [IF NOT EXISTS] [db_name.]table_name
[(col_name data_type, ...)]
STORED AS carbondata

[TBLPROPERTIES (property_name=property_value, ...)]
[LOCATION ‘'path’]

ZIn] IE 58] B Table Properties, A fITERE 2
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fid & Table Properties

e SORT _COLUMNS
o BRATZFTA 4 FHE schema F B9 IR 6 B firowHE
o FERLILYE: SEAE R SESRARA,  EREETT I F1) I e R B T
o OLAPHT : &I %I, %S EIRBIEHEr, I E4E%, [FI0

s COLUMN_META CACHE
o BRINSZAT A B FIMin/Maxi{E.
o FEW: AWHPEA LIRSS, W] LA R 516 A7 A

e CACHE LEVEL
 Block : BRiME, HHEBEADBINAAF, BRI 5 driverll i yE44: fE
e Blocklet : B IIASEHERI driverfllid €, &S HABZHIN A



fid & Table Properties

* DICTIONARY_INCLUDE

« {KEZ(Stringyl, RAELEX
» FERFREY, H]IAIETTGroup by

* LOCAL DICTIONARY
* BlockletZZ 5IfyF 4850, oA EFEZE, RAZEEE

* SORT _SCOPE
- NO SORT, BATCH SORT, LOCAL SORT, GLOBAL SORT
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fe FHSQL

LOAD DATA [LOCAL] INPATH 'folder path' [OVERWRITE] s FEELENEFM, —EH
INTO TABLE tablename OPTIONS(...)

o XFEZHRBIEFAN
INSERT INTO TABLE tablennme select ... FROM tablel

o XFFHKRKFAFAEM
i FDataframe

df.write
format(“carbondata”)
.options("tableName®, “t1"))

.mode(SaveMode.Overwrite)
save()



T8 EE

fii FHSQL

SELECT project_list FROM t1
WHERE cond_list

GROUP BY columns

ORDER BY columns

i FDataframe

df = sparkSession.read
format(“carbondata”)
.option(“tableName”, “t1")
load("path_to_carbon_file")

df.select(-:*).show

* Same SQL syntax and DataFrame
APl as In SparkSQL

- %%%FE@)\, ST, o nE
s



LT ST/ M BR
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UPDATE table A

SET (A.REVENUE) = (A.REVENUE - 10)
WHERE A.PRODUCT = ‘phone’

fi R 2098 iz R 1R M 5

UPDATE table1 A
SET (A.PRODUCT, A.REVENUE) = (

SELECT PRODUCT, REVENUE

FROM table2 B
WHERE B.CITY = A.CITY AND B.BROKER = A.BROKER)

WHERE A.DATE BETWEEN 2017-01-01" AND ‘2017-01-31°

MR 1HIBEB 2 1T K
DELETE FROM table1 A
WHERE A.CUSTOMERID = 123’

phone, £0 60
car,100
phone, 30 20

table1 table2

456, jkd
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segment

o« JBIRt13RMsegmentdl| 3
SHOW SEGMENTS FOR TABLE t1 LIMIT 100

« #Zsegment id MIERTE Esegment
DELETE FROM TABLE t1 WHERE SEGMENT.ID IN (98, 97, 30)

o TZsegmentINZE S [E] il FRsegment
DELETE FROM TABLE t1 WHERE SEGMENT.STARTTIME BEFORE '2017-06-01 12:05:06'

s IEEFEBEE1HHYsegment
SET carbon.input.segments.default.t1 = 100, 99



SRS H

Minor& 7t
ALTER TABLE table name COMPACT 'MINOR'

Majora ¥
ALTER TABLE table name COMPACT MAJOR®
BENX
ALTER TABLE table_name COMPACT 'CUSTOM" WHERE SEGMENT.ID IN (2,3,4)
A FHETEFRSEGMENTS X M B %
CLEAN FILES FOR TABLE carbon_table
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CREATE TABLE sale(id string, quantity int ...)
PARTITIONED BY (country string, state string)
STORED AS carbondata

A 70 DO A
LOAD DATA LOCAL INPATH ‘folder path’ INTO TABLE sale PARTITION (country = 'US', state = 'CA)

INSERT INTO TABLE sale PARTITION (country = 'US', state = 'AL")
SELECT <columns list excluding partition columns> FROM another_sale

w77 X IRE R

LOAD DATA LOCAL INPATH ‘folder path’ INTO TABLE

INSERT INTO TABLE sale
SELECT <columns list including partition columns> FROM another_sale
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HriEtDataMap

CREATE DATAMAP [IF NOT EXISTS] datamap_name

[ON TABLE main_table] * bloomfilter
USING "datamap_provider [WITH DEFERRED REBUILD] ° Preaggregate
DMPROPERTIES (‘key'='value', ...) * mv

AS SELECT statement

j2 A DataMap
SET carbon.datamap.visible.dbName.tableName.dataMapName = true

2 HDataMap

SET carbon.datamap.visible.dbName.tableName.dataMapName = false



BloomFilter DataMap

CREATE DATAMAP [IF NOT EXISTS] datamap_name
ON TABLE main_table
USING 'bloomfilter’

DMPROPERTIES (

'INDEX_COLUMNS'="city, name’, * |Index_columns: &5| 95
'BLOOM SIZE'="640000’, * Bloom size: AIETZH K /)N
'BLOOM_FPP'='0.00001", * Bloom_fpp: BAEE AY1R HI &K

'BLOOM_COMPRESS'="true') * Bloom_compress: & E4EZE S|



Pre-aggregate DataMap

CREATE DATAMAP agg_sales ON TABLE sales
USING "preaggregate”

AS
SELECT country, sex, sum(quantity), avg(price)
FROM sales
GROUP BY country, sex

* SIZ:IF E’]‘RDL’_‘J 5[
SUM, AVG, |\/|AX MIN, COUNT

- ARBRROBABRHA



MV DataMap

CREATE DATAMAP simple_agg_with_join
USING 'mv’
AN

SELECT

Id,address, sum(age)

FROM mainTable INNER JOIN dimtable
ON mainTable.name=dimtable.name
GROUP BY 1d ,address



Streaming Ingestion

RANE, ALHEE
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« IREFET
o ITHIEHE : streaming segment H &AL
(e 0P e v
« JJi S EHE: batch segment % AT 3L

o Al LLE AT S A S AN ) S A

» fistreaming segment K/IN B 3%
i Nbatch segment

* XEMEE

\!

A
Kafka Query
Stream
Ingest
SparkStream& SparSQL &
CarbonData CarbonData
Stream Ingest Query Process

- Index file
!!|!!|l Carbon > -

Stream Columnar file Carbon
file Preagg file
Auto Conversion Auto Aggregate

CarbonTable



Stream SOQL

- Hrkafka sourceZ « BTN AR,

CREATE TABLE source (sensor_ld string, ...) CREATE STREAM stream ON TABLE sink

STOREAD AS 'carbondata’ STMPROPERTIES (

TBLPROPERTIES ( “trigger'="ProcessingTime’,
'streaming'='source’, 'interval'="10 seconds’)
'format'="'kafka’, AS
'kafka.bootstrap.servers'='host1:port1,...’, SELECT * FROM source
'subscribe'="topic1") WHERE temperature > 30.0

- Hr#tcarbon sink# o E R

CREATE TABLE sink (sensor_ld string, ...) DROP STREAM stream

STOREAD AS ‘carbondata’
TBLPROPERTIES (streaming="sink’)



R4ZE  CarbonDatafu8E 1

* ikﬂ T T

- EENE , B3/%5| . HEAPPUSNERE., R5[REFIEIEEE
« RN : AT 5Kafka, Spark, HBasefeR,, , SEEESCATOHT

- HEE | SFRIEEHFLREAER | RIHSEEESH

- H18) :

. 1@EidDataMapZ5| , IO : i&§ad-hocEif , (TREEHEET TGS
- [EMMER , IBFHIEGEE | EaeFRAE. Canthizs

+ ETYHRERICBORZEAM | BIDHTEZRINE
* AR

. HESEESE | SSMGBRIPBAHERIR | +T5{2E

TR R

- BT
o SXREIEESTESER , FIB=FEfIHadooptER




iarbon Data

- Apache Incubator Project since June, 2016 Compute

- Apache releases
- >10 stable releases

Coming release: 1.5.0, 2018-09
Storage

- Contributors:

ﬁarbon Data

O lEREEED

K BT

SAIC MOTOR



4. What's coming in 1.5

* 1.5

.0
Support Spark File Format

* Improve performance on S3

* Spark 2.3 and Hadoop 3.1

* Complex datatype Enhancement
 Stream format support min/max

Index

151
* OLAP on demand
- MV
* Incremental load
- DataMap choosing

* Presto enhancement



M2 5 Apache CarbonDatafL[X

* website: http://carbondata.apache.org
* Code: https://github.com/apache/carbondata
* JIRA: https://issues.apache.org/jira/browse/CARBONDATA

* Mall list: dev@carbondata.apache.org,
user@carbondata.apache.org

o XRIHT

EMaillist_EF& ],

L [E] PR 1 AT

R CarbonData 2.0




